
A modern approach to 
revolutionizing enterprise compute 
Driving innovation with supercomputing at any scale



Across all industries, enterprises are being pushed to work smarter, faster, and more 
efficiently. Supercomputing is needed to solve problems in fields of business, technology, 
and science that are growing in complexity. Supercomputing technologies can deliver the 
extreme agility and performance required to meet these escalating demands. Now, the 
same capabilities are being adapted for enterprises of every size and scope—to enable 
supercomputing at any scale. 

The digital universe is expanding at an unprecedented rate. With it, enterprises are 
racing to uncover valuable insights from vast amounts of critical data in order to make 
more informed decisions, generate new revenue streams, and stay one step ahead of 
the competition. Advances in Big Data, edge computing, artificial intelligence (AI), and 
virtualization are just some of the capabilities that are allowing enterprises to leverage 
this massive data growth. However, compute-intensive applications are quickly exceeding 
the capacity of traditional infrastructure.

More enterprises are running a mix of supercomputing and AI workloads, which require 
faster, more sophisticated processing and robust computational power to gain insights 
on demand. These developments can lead to exorbitant operating expenses as systems 
become increasingly data hungry, and the costs associated with power and cooling 
are also climbing. This poses a major challenge for enterprises looking to get more 
performance out of a limited budget. As workload requirements continue to evolve, 
enterprises must be able to upgrade their hardware and software to capitalize on the 
latest data and technology trends.

With the right compute technologies in place, workloads can be optimized to accelerate 
key business operations, drive operational efficiencies, and speed up time to value. 
With so much at stake, enterprises are on a mission to transform their infrastructures to 
maximize compute performance.

Implement supercomputing technologies on your terms

Ongoing technology advancements are paving the way to an entirely new approach 
to computing. The unmatched speed, resilience, and flexibility delivered by today’s 
supercomputers can enable enterprises to keep up with the urgent need for data and 
actionable intelligence. Supercomputing technologies are designed to run different 
workloads and promote high utilization of assets, exceeding the limits of what 
industry-standard systems can do. From adopting the latest AI tools to drive better 
business outcomes, life-saving precision medicine, high-fidelity modeling used in 
product development to predicting the next natural disaster, supercomputing is fueling 
breakthrough applications in nearly every industry. Such capabilities are the foundation for 
solving the greatest challenges of our time and preparing enterprises to answer the even 
larger, more complex, and more pressing questions of tomorrow. 

These initiatives represent a tremendous need for supercomputing. Yet despite the 
many benefits, investing in supercomputing technologies can present a new set of 
requirements.

Modernizing rigid, outdated infrastructure is essential to harness the potential of 
supercomputing, but enterprises are experiencing a number of roadblocks as they 
pursue digital transformation. Many lack the expertise or resources to select, deploy, 
and maintain the right technology components to run their unique workloads. Building 
a supercomputing system from the ground up can be a huge commitment with a high 
degree of complexity, which can slow down the rate of innovation and result in missed 
opportunities.

These considerations have led some enterprises to believe that supercomputing is not a 
realistic option. While this may have been true in the past, the future of supercomputing 
is changing—and it begins right now. 

Today’s supercomputing technologies are no longer designed just for giant systems. 
Any organization can utilize the same components of a massive supercomputer but 
on a smaller scale. Bringing supercomputing to the enterprise level means implementing 
the same hardware and software as the world’s top supercomputers, leveraging the same 
remarkable performance, and bundling all of the same capabilities into a high-end 
solution but at a lower price point.



This is the future of supercomputing

Hewlett Packard Enterprise is pioneering the next frontier of compute. We are making supercomputing available at the right scale 
to empower next-generation applications in a wide range of industries. Our efforts to bring supercomputing into the enterprise have 
created a modern approach for enterprises to revolutionize their ability to learn, work, collaborate, and innovate. HPE offers enterprises 
a supercomputing system for any size data center that delivers exceptional compute power and speed to solve their most demanding 
problems—including yours. 

To empower your transformation journey, we are developing groundbreaking solutions that are upgradable and future-proof, so your 
infrastructure can evolve at the pace of your enterprise. As a result, your enterprise can harness the right amount of compute for your 
data center requirements, regardless of the types of workloads you need to run. This introduces an era of opportunity for organizations 
everywhere to realize better outcomes.

With decades of experience, HPE has rethought and reengineered one of the most effective supercomputing technologies to deliver an 
entirely new solution that addresses your diversifying needs. Our systems include leading-edge hardware and software that enable you to 
tackle emerging compute and business challenges as core counts increase, compute node architectures proliferate, and workflows expand. 
As your workloads evolve, the ability to choose your architecture becomes critical. That is why HPE makes flexibility a central feature of our 
enterprise-level offerings. We help ensure these solutions are integrated and tuned to create an environment that can be applied today and 
shall fuel progress as organizations continue to grow—with the capacity to build out, add features, and upgrade infrastructure when it is 
needed.

To accomplish these goals, HPE is introducing a new breed of compute that is purpose-built with your enterprise needs in mind, delivering 
supercomputing capabilities when, where, and how you need them. 

Adopt a supercomputing system built for you

HPE is bringing the components of our landmark HPE Cray EX supercomputers to the enterprise. The HPE Cray EX2500 is the latest 
iteration in this robust line of systems and one of our most significant technology advancements in decades. The liquid-cooled design 
delivers a compact system architecture that enables high efficiency and significant cost savings in OSs without impacting performance. 
As power levels increase, it is important for companies to consider how much power a machine will require to run demanding workloads. 
100% direct liquid cooling (DLC) provides unparalleled energy savings, so you can benefit from a single integrated infrastructure that 
reinvents what we know about business and enhances your ability to operate and innovate.

A smaller-scale version of the HPE Cray EX, the HPE Cray EX2500 is a system that delivers supercomputing capabilities at a price you can 
afford. Enterprises can gain crucial competitive and operational advantages with the development of these new systems:

• Accelerating mixed workloads: Enable heterogeneity that can support a large number of technologies such as CPUs, accelerators, 
field-programmable gate arrays, and interconnects in addition to new processing options that may emerge.

• Empowering HPC and AI adoption: Offer easy compute and fabric upgradability to tackle evolving technology requirements for years to 
come, with compute blades and switches that can be easily serviced in the same infrastructure. 

• Helping optimize operational costs: Incorporate high-efficiency power and cooling, including DLC, as well as a high-density level to save 
data center space while delivering exceptional performance with improved total cost of ownership (TCO). 

• Increasing performance: Bring one of the most advanced supercomputing technologies being used in the largest exascale machines in 
existence within the reach of the enterprise.

Systems built on HPE Cray supercomputing technologies fulfill a host of new requirements for both research and business organizations, to 
deliver insights and innovation on a scale that has rarely been seen before.



Blade-based infrastructure

HPE Cray EX server blades are the foundation for your HPE Cray EX2500 infrastructure, which enable accelerator-based computing with 
two nodes per blade. Having fewer blades in a dense configuration creates an overall reduction in power consumption, decrease in DLC, and 
less cabling, so your system benefits from the same high efficiency at a lower operational cost. 

New MI250X blades are raising the bar for workload performance. The latest innovations prepare enterprises to achieve new levels of 
discovery for the most demanding HPC and AI workloads. The MI250X is the same blade that is used to power Frontier, a supercomputer 
commissioned by the U.S. Department of Energy (DoE) and HPE to empower scientists and researchers exploring fundamental scientific 
challenges in energy and security. In 2021, Frontier will be the first exascale supercomputer at the Oak Ridge National Laboratory—five 
times faster than today’s top supercomputers. The system is used to take theoretical work into the real world, delivering critical insights into 
products and services that make our world safer, cleaner, and healthier. With the MI250X, Frontier delivers record-breaking performance 
for initiatives that improve the lives and economic prosperity of the United States and beyond. Now, it can be the center of your enterprise. 
Supercomputing technologies from other exascale systems, including El Capitan used by the DoE and National Nuclear Security 
Administration, will also be available as a smaller-scale system.

Breakneck acceleration

HPE supercomputing systems for the enterprise are powered by the world’s highest-performing processors. These technologies are 
heterogeneous—incorporating a blend of CPUs and accelerators—which allows you to help optimize how you work with design flexibility. 
AMD accelerators including AMD EPYC™ CPUs and AMD Instinct™ accelerators are designed together to process large datasets and ramp 
up the most compute-intensive workloads. 

AMD EPYC CPUs have earned 200+ world records and counting for delivering best-in-class performance without compromise for 
applications such as Big Data, HPC, cloud, and AI. In conjunction with the CPUs, AMD accelerators offer high computational efficiency to 
boost acceleration for time-sensitive HPC and AI applications. They are the first accelerators to deliver over 10 teraflops of performance, 
which is a game-changing opportunity for enterprises to achieve unmatched agility and precision at scale.

Networking technologies

HPE Slingshot interconnects enable straightforward implementation of cloud-like and converged workloads in a supercomputing 
environment. The technology is high-speed and purpose-built to deliver the performance, scalability, connectivity, and TCO advantages 
for computational and data management workloads. Cloud, AI, and IP-based applications and frameworks run without modification on 
HPE Slingshot, letting enterprises transition from traditional cloud-based computing to harness supercomputing performance.

Networks are based on 64 port switches operating up to 200 Gbps per port switch for high network throughput. The high-radix 64-port 
switch coupled with the Dragonfly topology scales to over 250,000 endpoints, with a maximum of three switch-to-switch hops between any 
end points to drive down latency as well as reduce network equipment, cabling, and power and cooling costs. 

HPE Slingshot is Ethernet compatible to enhance interoperability with storage architectures and data centers. Applications running on 
HPE Cray supercomputer nodes can exchange IP/Ethernet traffic with the outside world, making it easier and more efficient to ingest data 
from external sources.



Integrated storage

To manage the vast amount of data stored and processed by today’s systems, HPC storage is well-suited for the rising storage requirements 
brought on by advancements in HPC and AI. These options are as equally scalable and cost-effective as traditional parallel storage. 

HPE Cray supercomputers integrated with Cray ClusterStor E1000 provide high-performance storage that is well-suited for the unique 
demands of supercomputing. This new type of parallel storage is engineered to overcome the biggest data center challenges by unifying 
your architecture with HPE supercomputing technologies that are carefully integrated for simplicity, control, and faster problem resolution. 
With the capacity to rapidly feed data to CPUs and accelerators, you can power diverse workloads at scale, mitigate input/output bottlenecks 
that slow time to innovation, and reallocate your supercomputing budget from addressing costly storage issues to objectives such as 
upgrades and new deployments. 

Comprehensive software stack

Developing both system software to manage this complexity and application software that makes effective use of the resources can be 
difficult and time consuming. HPE offers a comprehensive portfolio of software solutions designed to seamlessly transition supercomputing 
capabilities from development into production.

The HPE Cray software stack prepares your system to perform like a supercomputer and run like a cloud. The stack is a key enabler for 
unlocking the full power of supercomputing, decreasing IT complexity so that you can get results from your HPC and converged workloads 
faster. Now with a container-based model, HPE Cray software is setting a new standard for manageability, reliability, availability, and 
interoperability. Using the HPE Cray Programming Environment, you can deploy your system over bare metal in minutes, rather than hours 
or days.

Proven expertise and support services

HPE is dedicated to helping you make the most of your revolutionary compute environment. HPE Pointnext Services offers a number of 
professional, advisory, and operational services to guide you in creating a road map to your specific goals, identifying possible roadblocks, 
and deploying the ideal solution for your initiatives. HPE Pointnext Services experts work with you to underpin and successfully realize 
your vision.

HPE GreenLake gives you choice in how you utilize supercomputing technologies. Our cloud service and business delivery model provides 
the security, simplicity, and control of on-premises IT backed by the agility and scalability of the cloud. HPE GreenLake makes it simpler to 
gain value from your investment by allowing you to pay only for what you use,* so you can focus on the next phase of your transformation.

* May be subject to minimums or reserve capacity may apply
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Conclusion

Supercomputing technologies are the key to discovering unparalleled insights and ensuring your success. It’s time to take advantage of these 
breakthrough innovations. 

At HPE, we understand the challenges faced by today’s enterprises, and we are committed to helping you solve them. HPE offers an 
extensive portfolio of supercomputing technologies, tools, and support services to organizations across the board, regardless of the size, 
scope, specifications, or budget. Our solutions are redefining what we know about supercomputing capabilities, and we are excited to deliver 
a new class of systems that propel you to the cutting-edge of compute.

The HPE Cray EX2500 will pioneer the future of supercomputing for the enterprise. These high-end and affordable solutions from HPE are 
preparing enterprises for a new era of business, enabling data-intensive compute everywhere. 

We invite you to explore the technologies that will drive progress across every industry outlined in our paper, Supercomputing Technologies 
at Any Scale. 

Don’t miss your opportunity to capture the possibilities of supercomputing. Let us help you start planning your journey. Contact HPE to 
learn more about how your enterprise can benefit from supercomputing technologies.

Learn more at
HPE.com/us/en/compute/hpc/supercomputing/Cray-exascale-supercomputer
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